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Abstract 

 
URL-to-Google Drive transfer via a browser may be inefficient because the file must pass through the local client twice: 

first during download, then during upload. This study evaluates the Quality of Service (QoS) performance of two transfer 

architectures: browser local transit and Google Colab runtime transfer. The browser local transit method is defined as a 

two-stage workflow in which a 100 MB file is downloaded from a URL to local storage using Google Chrome and then 

uploaded to Google Drive. The Colab method executes the transfer within a cloud runtime, while the local computer serves 

as the control interface. Each method was tested in five repeated trials under the same cellular hotspot environment. The 

measured parameters included active transfer duration, payload throughput, local traffic consumption, local quota 

efficiency, checksum validation, and statistical significance. The browser method recorded an average duration of 233.693 

seconds, throughput of 0.429 MB/s, and local traffic of 211.365 MB. The Colab method completed the transfer in 4.830 

seconds, achieved 20.841 MB/s, and consumed only 0.610 MB of local traffic. The Colab method reduced time by 97.933% 

and local traffic by 99.711%. 
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1. INTRODUCTION 

Cloud storage has become an important infrastructure for storing, accessing, and sharing digital files 

across devices. Google Drive is widely used for its online storage, file synchronization, and integration with 

the Google Workspace ecosystem. However, the efficiency of cloud storage is not determined only by storage 

capacity or accessibility [1]. It is also affected by the transfer architecture used to move files into the cloud, 

which requires a standard taxonomy of quality metrics to ensure optimal performance [2]. 

A common problem occurs when users need to move a file from a direct Uniform Resource Locator 

(URL) source to Google Drive. In a browser-based workflow, the file must first be downloaded from the URL 

to the local computer and then uploaded again from local storage to Google Drive. This workflow is simple, 

but it creates a local transit path that imposes significant storage and bandwidth costs on the intermediary. The 

file payload passes through the user’s local network twice, creating unnecessary file input/output (I/O) 

overhead [3], which increases active transfer time and consumes local internet quota. This problem becomes 

more relevant for users who rely on cellular hotspots, limited bandwidth, or quota-based internet access. 

In this study, the conventional method is defined specifically as a browser local transit method. It refers 

to a two-stage URL-to-Google Drive transfer process: downloading a 100 MB file from a URL to local storage 

using Google Chrome and then uploading the same file from local storage to Google Drive. This definition is 

used to avoid ambiguity in performance characteristics across different cloud storage access protocols [4], 

because the term conventional method can otherwise refer to many different manual workflows that are often 

less efficient than dedicated agent-based interfaces [5]. 

An alternative transfer architecture is to execute the file transfer inside a cloud runtime environment. 

Google Colab provides a browser-accessible notebook environment that can execute Python code on cloud 

infrastructure, enabling very low local payload traffic, which is useful for users with limited local bandwidth 

or quota-based internet access [6]. In this model, the local computer is used mainly as the control interface, 

while the file payload is handled by the Colab runtime. This creates a clear separation between the control 

plane, which involves user commands and interface communication, and the data plane, which involves the 

actual movement of the file payload. 

https://creativecommons.org/licenses/by-sa/4.0/
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Previous studies have discussed cloud storage, Google Drive usage, Python automation, cloud API 

integration, data transfer optimization, and network Quality of Service. However, many studies focus on 

storage features, computation, or overall network performance rather than directly comparing browser-local 

transit and Google Colab runtime transfer in the same measured environment. In particular, few studies 

quantify how much local traffic can be reduced when the data plane is shifted from the local client to a cloud 

runtime, a decoupling that is essential for ensuring performance isolation in modern software-defined storage 

[7], [8]. 

Based on this gap, the problem addressed in this study is architectural rather than merely programmatic. 

The study does not only ask whether Python can transfer a file faster than a browser. It investigates whether a 

cloud-runtime-based transfer architecture can reduce active transfer duration, increase payload throughput, and 

minimize local traffic consumption compared with browser local transit, leveraging efficient framework 

principles to reduce operational overhead [9], [10]. The scientific contribution of this study is the integration 

of QoS measurement, repeated trials, local traffic monitoring, checksum validation, local quota efficiency, and 

statistical testing in a URL-to-Google Drive transfer experiment. 

This study aims to compare the QoS performance of browser local transit and Google Colab runtime 

transfer. The measured parameters include active transfer duration, payload throughput, local traffic 

consumption, local quota efficiency, and SHA-256 checksum validation, which serves as a reliable industry 

standard for verifying data integrity [11], and statistical significance. Despite the small sample size (N=5), the 

analysis remains statistically valid for large observed effect sizes. The results are expected to provide empirical 

guidance for selecting a more efficient transfer architecture for users who need to move URL-based files to 

Google Drive while minimizing local bandwidth and quota usage. 

 

2. MATERIALS AND METHOD 

This research employs a quantitative experimental method to compare two URL-to-Google Drive 

transfer architectures: the browser-based local transit method and the Google Colab runtime-based method. 

This approach aligns with the taxonomy of cloud service quality metrics that emphasizes standardized 

performance measurement [2]. Each method was tested five times (N=5) using the same 100 MB file 

(104,857,600 bytes), identical source URLs, the same Google Drive destination, and a consistent cellular 

hotspot environment. The measured parameters include active transfer duration, payload throughput, local 

traffic consumption, local quota efficiency, SHA-256 checksum validity, and statistical significance to 

comprehensively evaluate the Quality of Service in file-sharing environments [12]. 

 

2.1. Experimental Topology 

The first topology represents the browser-based local transit method. In this architecture, the file is 

downloaded from the source URL to the client computer via Google Chrome and subsequently uploaded from 

local storage to Google Drive. Consequently, the client computer becomes an integral part of the data plane, 

as the file payload traverses the local hotspot connection during both the download and upload phases. 

Understanding the separation of these data paths is essential for identifying how local I/O can become a 

bottleneck during large-scale data transfers [3]. 

The second topology represents the Google Colab runtime-based method. In this approach, the 

researcher accesses Google Colab through a browser, mounts Google Drive, and executes a Python script 

within the Colab runtime. The local computer functions solely as a control interface, while the file payload is 

transferred directly through the cloud runtime. Local traffic is monitored to verify whether the client carries 

the full payload or only control-plane traffic. This architecture implements the principle of decoupling the 

control plane from the data plane to optimize QoS provisioning and performance isolation in modern storage 

systems [9], [8]. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Experimental topology of browser local transit and Google Colab runtime transfer 
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2.2. Experimental Environment 

The experiments were conducted using a Windows client computer connected to the internet via a 

cellular mobile hotspot. The hotspot device was positioned approximately 50 cm from the client computer to 

maintain consistent signal conditions using a 2.4 GHz network. Prior to the transfer tests, network conditions 

were verified using a baseline ping test, which recorded 0% packet loss and an average latency ranging from 

51 to 59 ms. Utilizing a ping test as a network baseline is crucial for identifying the impact of communication 

latency on the energy consumption and performance of terminal nodes in cellular networks [13]. Packet-level 

loss during the actual file transfer was not directly captured and is noted as a limitation of the study. 

 

Table 1. Experimental Environment 

No Component Specification 

1 Client computer 
HP 280 G4 MT Business PC; Intel Core i7-8700; 15.83 GB RAM; Windows 

11 Pro 64-bit 

2 
Browser and monitoring 

tool 

Google Chrome 149.0.7827.103; Windows PowerShell network counter 

script  

3 Local network 
TP-Link Wireless N PCI Express Adapter; Wi-Fi 4 / 802.11n; WPA2-

Personal; 2.4 GHz; channel 11 
 

4 
Hotspot and cellular 

network 

Samsung Galaxy A15 SM-A155F/DSN; Android 16; 4G network; 3-

SinyalKuatLuas provider; distance 50 cm 
 

5 Test file and destination 
100Mb.dat; 104,857,600 bytes; source URL: 

https://proof.ovh.net/files/100Mb.dat; destination: Google Drive 
 

6 
Cloud runtime and analysis 

tools 

Google Colab; Google Compute Engine Python 3; Python, Pandas, 

Matplotlib, CSV, JSON, SHA-256 hashing 
 

 

Before transfer testing, the network condition was checked using a baseline ping test. The recorded 

baseline showed 0% packet loss and average latency of approximately 51–59 ms. Packet-level loss during file 

transfer was not captured directly and is treated as a study limitation. 

 

2.3. Transfer Procedures 

The browser-based local transit procedure involved two active phases. First, the 100 MB file was 

downloaded from the source URL to the local "Downloads" directory using Google Chrome. Second, the same 

file was uploaded from local storage to Google Drive. PowerShell was utilized to monitor bytes received and 

bytes sent through the active wireless adapter. The preparation gap between the end of the download and the 

start of the upload was recorded separately but excluded from the active transfer duration, as it represented user 

activity rather than network transfer time. 

The Google Colab procedure was executed via a prepared notebook. The researcher mounted Google 

Drive, executed the Python transfer script, recorded start and stop timestamps, and monitored chunk-level 

throughput while exporting results in CSV and JSON formats. During execution, PowerShell monitored local 

client traffic to verify the architectural separation between the control plane and the data plane. This use of 

automated scripts and specialized software transfer tools is part of the Data Transfer Nodes infrastructure 

designed to accelerate big data movement between research networks and cloud storage [14]. This monitoring 

methodology is further supported by the use of measurement tools capable of regulating transfer rates and 

monitoring communication sessions in parallel [15]. 

 

2.4. Research Workflow 

The research workflow consisted of environment preparation, browser local transit trials, Google Colab 

transfer trials, file validation, QoS calculation, descriptive statistics, and statistical significance testing. 

 

 

 

 

 

 

 

 

Figure 2. Research workflow of the URL-to-Google Drive transfer experiment 
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measurement consistency. File integrity was validated using file size and SHA-256 checksums to ensure that 

the files remained unaltered and free from corruption during the transfer process [16], [17]. SHA-256 is widely 

recognized as a reliable industry standard for ensuring the authentication and validity of source files in cloud 

storage environments [18], [19]. 

Statistical significance was evaluated using a Paired t-test to compare the two methods across paired 

samples. Although the sample size was small (𝑁 = 5) the use of the paired t-test remains supporting statistical 

test and feasible for identifying large effect sizes in paired observations. Additionally, the Wilcoxon signed-

rank test was utilized as a non-parametric support to ensure the reliability of benchmarking results for data that 

may not follow a normal distribution [20]. 

 

Table 2. QoS Formula and Description 

No Formula Equation Description 

1 

𝐷𝑎𝑐𝑡𝑖𝑣𝑒
= 𝐷𝑠𝑑𝑜𝑤𝑛𝑙𝑜𝑎𝑑
+ 𝐷𝑠𝑢𝑝𝑙𝑜𝑎𝑑 

(1) 

 

Active transfer duration for browser local transit, calculated from the 

sum of active download duration and active upload duration. 

 

2 
𝐷𝑎𝑐𝑡𝑖𝑣𝑒
= 𝑡𝑠𝑡𝑜𝑝 − 𝑡𝑠𝑡𝑎𝑟𝑡 

(2) 

Active transfer duration for the Google Colab method, calculated 

from the transfer stop timestamp and start timestamp. 

 

3 𝑇 = 𝑆𝑓𝑖𝑙𝑒/𝐷𝑎𝑐𝑡𝑖𝑣𝑒 (3) 

Average payload throughput, calculated by dividing the transferred 

file size by active transfer duration. 

 

4 
𝐿𝑐𝑙𝑖𝑒𝑛𝑡
= 𝑅𝑐𝑙𝑖𝑒𝑛𝑡 + 𝑆𝑐𝑙𝑖𝑒𝑛𝑡 

(4) 

Local client traffic consumption, calculated from total received traffic 

and total sent traffic through the client network interface. 

 

5 

𝐿𝑄𝐸

= (1 − 𝐿𝑐𝑙𝑖𝑒𝑛𝑡/𝑆𝑓𝑖𝑙𝑒)

× 100% 

(5) 

Local quota efficiency, used to measure how much local client traffic 

is avoided relative to the original file size. 

 

6 𝐶𝑉 = (𝜎/𝜇) × 100% (6) 

Coefficient of variation, used to measure the relative consistency of 

repeated trial results. 

 

 

3. RESULTS AND DISCUSSION 

This section presents and discusses the results of five repeated trials for each transfer method. The 

analysis focuses on file integrity, active transfer duration, payload throughput, local traffic consumption, local 

quota efficiency, statistical significance, and the architectural reason for the performance difference. 

 

3.1. File Integrity and Per-Run Performance 

Before performance comparison, all transferred files were validated using file size and SHA-256 

checksum. The test file was 100Mb.dat with a size of 104,857,600 bytes. 

All successful trials from both methods produced the same SHA-256 checksum: 

3E432ABB314FE350334D244D48070BB8556F774AA7876C6C524296C2AC4608BC. This confirms that 

the faster transfer result did not originate from an incomplete or corrupted file, as the SHA-256 algorithm 

remains a robust industry standard for verifying data integrity in cloud environments [11], [16]. 

Table 3 shows the per-run comparison between browser local transit and Google Colab runtime transfer. 

The browser method required more than 211 seconds in all trials, while the Colab method completed the 

transfer in less than six seconds in all trials. The local traffic difference was also consistent: browser local 

transit consumed more than 210 MB of local traffic, whereas Colab execution consumed less than 1 MB of 

local traffic. This suggests that the Colab method successfully bypassed the local I/O bottlenecks inherent in 

traditional multi-stage transfers [3]. 

 

Table 3. Per-Run Performance Comparison 

Run 
Browser 

Duration (s) 

Colab 

Duration (s) 

Browser 

Traffic (MB) 

Colab Traffic 

(MB) 

Browser 

Throughput 

(MB/s) 

Colab Throughput 

(MB/s) 

1 233.615 4.603 210.398 0.553 0.428 21.727 

2 211.466 5.430 211.487 0.580 0.473 18.417 

3 245.335 5.187 211.051 0.730 0.408 19.280 

4 242.274 4.497 213.295 0.571 0.413 22.235 

5 235.775 4.435 210.593 0.617 0.424 22.548 

 

https://dummy-citation.com/citation?d=z%3AzVhPbyRHFZ8NCXAACW6JEFJJCJJI9nhmPPbEERIa26x25Wxi2Rt8TU1XdXd5qqvaVdUzbk4GBBIHjkhc%2BBScfOPGlY%2BQD4CUS3Likt%2Br7vlj73iVRFkp0u7OTPer9%2Ff33vvV%2FvG281pqncqU%2BYGYWze97fw05xMfHE9C%2FcaPLiQrpAnKGim2WM59rkzG0sok9Mwz7iRTRWld4CYwaGJTKUuSETxwpkyQmVOhZtawibbJlCU5V4YZGcia77LnOUzQo8xyzWzKQq4886ESNcOXYFnp7EwJybjBH67roBJIxq8eEvGIZEKlqXTwlYW6lPHxi%2B5WXgo4tdEV9g65f8%2FtmXQqhT06%2Fm6XXaiQR2tOeUkm1hRt0QtKB7LCEs0LaCON%2BJTMy6TCBzeCSfgJd2ZwmWz5YB3PJCViGbe8LjU0%2Bjt%2BSu%2BpElxDP9So4JG3y2hAVFoilU8Rey4hieMw6jfVCycho9yyagk8fqg2R64ug80cL3OVUB1K6YKCYlKDXLKE4x88RJxFVEV4SGxR4lMwnjjrEZNEFlGxl9TlnfMn4%2B3B3v4WO5FJwqdb0cLhB%2BOT3w6QdsJIYk2iKw%2FxCIucB8a13qDLEg6AJivuF3NS4QwcNDYweVXheM1S1cB2BZ9FXP591noVBQ5VSCyys3LMszllmwoYPVBabk9wsLHbZc9QA4vQIzBiVqoQgYRcAAQqUdIk6IxNCSEQaW%2FXemsiE06ubYRugt7wtpBBFUjxRBJuKV5fr%2BPqbc%2BAikoDOXNFuZO6hCZroZYLykiQG3yh6GfcKVvdBaRPpKHHfgtAnC57vgV0TNSMa4WHVLTYBouwUQe89Txd4J7CaJxKK0d9BIeAVNs0myytV1Abk6VMRFtUyicWNV13KsgkN1bbrG5M5CiHVlkeaAIJIFHbkiYaUmw2xOqkRhKi5RgMfis%2BURrw6WqeJNSE4hgi2aA32NvuDwrgMsCwdE%2Fh123nUcarkFvnb8rlmw8sBoh1eKlKZOaMm0xi7mKwOB9O8eStN%2F6aa774%2FjdNJ50CXKHnL5AUhhd0Ik15oXQ9%2FRCAyHlmJ1zLDJPEyJMuO%2BsKZ7XsvCifnuccGWtFT6295A%2BJJscAcJSbnB8%2BJHR5ykXBS6fqVucnD0lmF5UxfNaKpWMjpc8fEp6eKFeV3GDGquZAftxliDWpmyMp6nUq0s8TJfxt5%2FVEWHX9i36v2%2B%2F3DnbQCwmNq%2F2990ajLlUHz%2Fu9we7BUCg%2FMTf415ubHDMMDSivpxfDYX%2B3PzoYDPbw6iP%2B%2BSUEqqa6l7G6vb3twQEKY7IKhZlIk%2FlqQlMMPk85JmGi5XP8fETr0aYnyoj1xzLQhIGsThQwdVgf2cqER8HJOGkSKS6oeePTn6B1A7yajA0br5Zc%2FNouuSctWB%2BvhoRhhwT9BvkfLoYB9SuC4OzpcvL9bm2NpcGWKvF%2Fuu18PxWWVi9cnKBNd2M9rk5zWCTj53FASS9TJbVohCb9UZQqj%2BI4Q5%2B2UniXPu%2F39%2FvD%2BP7650faVqLx45yWH7lxbnUVXZc%2BwTj4%2F28%2B%2B9d%2FbzqdTo68rhkR%2FVG%2FF9V4aqpFs5%2FXPsgClf%2F2%2Fe6N9lu%2F3z51asaTevsUo1K6GWX8%2BWKm0OpDpimoZQR%2F%2FwMC2BBBbxAVzscABA09OEb10BhGZPeVRDEYNWm73lnDxdL7mo3LUrcoaHb4ojLLaHb%2B98nXrYegjvgh9Ojr3TyE0r%2B%2Fs4PO7FqX7XyF5pwSaIFP2uyPXspGX785bHdgHM00Z4kQobmaWR%2BXTfyBTYN1aQsqXtw79Dp%2BQR%2BBnIFKSAcegXURmWOm0KqMlhYt8YasLbSu6ENReVrDDNPAYQBLKdrlVXJQIAjOpA8qw%2FggfgKjq2zH%2Fn02PtoGoyBCMQefyokSTLAfGulYChm7nI
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3.2. Descriptive QoS Summary 

The descriptive statistics show a substantial QoS difference between the two architectures. Browser 

local transit produced an average active transfer duration of 233.693 seconds, average payload throughput of 

0.429 MB/s, and average local traffic consumption of 211.365 MB. In contrast, the Colab method produced an 

average duration of 4.830 seconds, average payload throughput of 20.841 MB/s, and average local traffic 

consumption of only 0.610 MB. These measurements utilize throughput as a precise metric to evaluate the 

effective transfer capacity of cloud-based workflows [21]. 

 

Table 4. QoS Summary and Statistical Validation 

Metric Browser Local Transit 
Colab Runtime 

Transfer 
Improvement Statistical Result 

Active duration 233.693 ± 13.300 s 4.830 ± 0.449 s 97.933% reduction 
t-test p = 0.0000029 

 

Local traffic 211.365 ± 1.159 MB 0.610 ± 0.071 MB 99.711% reduction 

t-test p = 

0.000000000232 

 

Payload 

throughput 
0.429 ± 0.026 MB/s 20.841 ± 1.868 MB/s 48.57× increase 

t-test p = 0.0000171 

 

Local quota 

efficiency 
-111.365% 99.390% 

Colab avoided 

almost all local 

payload traffic 

 

Descriptive QoS 

result 

Checksum 

validation 
Identical SHA-256 Identical SHA-256 

No file corruption 

detected 

Integrity confirmed 

 

 

The paired t-test results indicate statistically significant differences between the two methods in active 

transfer duration, local traffic consumption, and payload throughput. Although the number of trials was limited  

(𝑁 = 5), the use of the paired t-test remains statistically valid and capable of identifying large effect sizes in 

small-sample paired observations. The Wilcoxon signed-rank test produced a p-value of 0.0625 for the same 

metrics. This non-parametric approach was selected to maintain statistical power without requiring normal 

distribution assumptions for paired datasets [22]. 

 

 

Figure 3. Mean payload throughput comparison between local browser and Colab runtime transfer 

 

3.3. Architectural Discussion 

The performance gap was caused mainly by transfer architecture, not merely by the use of Python. In 

browser local transit, the file payload passed through the client device twice (download and upload phases), 

making the local computer part of the data plane. The Google Colab method shifted the data plane to the cloud 

runtime, where the actual file acquisition occurred. This decoupling of the control plane and data plane is a 

foundational principle for ensuring performance isolation and QoS provisioning in modern software-defined 

storage systems [23], [8]. 

By separating these planes, the local client mainly transmits metadata and commands, while the high-

bandwidth cloud environment handles the payload [7], [24]. This explains why the Colab method generated 

only 0.610 MB of local traffic. The baseline network check showed 0% packet loss and 51–59 ms latency, 

indicating a stable environment. However, since packet-level loss during transfer was not directly captured, it 

is treated as a study limitation in accordance with standard network performance evaluation practices [25]. 
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3.4. Practical Implications 

The practical implication of this study is that cloud-runtime transfer can be useful for users who need to 

move URL-based files to Google Drive while using limited local internet resources. In the browser local transit 

method, users must allocate local bandwidth and quota for both downloading and uploading the same file. This 

makes the method simple but inefficient for quota-based cellular connections. In contrast, the Colab runtime 

method reduces the local client’s role to command execution and monitoring, while the file payload is handled 

by the cloud runtime. 

This approach can benefit students, researchers, educators, and small organizations that frequently 

collect datasets, software packages, digital archives, or multimedia files from direct URL sources and store 

them in Google Drive. The method is especially relevant when the local device has limited bandwidth, limited 

storage, or an unstable connection. However, the Colab method still requires basic technical preparation, such 

as mounting Google Drive and executing a Python script, so it is more suitable for users who can operate 

notebook-based workflows. 

 

3.5. Limitations 

The results should be interpreted within the scope of the experiment, involving one 100 MB file and 

one network condition. Future research should evaluate larger datasets, multiple cloud providers, and 

operational costs to determine if similar efficiency patterns persist across different platforms [26], [10]. 

 

3.6. Threats to Validity 

Several threats to validity should be considered. First, the experiment used a single 100 MB test file; 

therefore, the results may differ for smaller files, larger files, or mixed file types. Second, the experiment used 

one source URL and one Google Drive destination, so the observed performance may be affected by the 

specific source server, cloud runtime condition, and Google Drive session at the time of testing. Third, the local 

environment used one client computer, one wireless adapter, and one cellular hotspot provider. Different 

devices, adapters, internet providers, or network congestion levels may produce different transfer behavior. 

Fourth, packet-level loss during the actual transfer was not directly captured. For this reason, the packet loss 

value in this study is interpreted only as a baseline network condition before transfer testing. Despite these 

limitations, the repeated trials, checksum validation, local traffic monitoring, and consistent directional results 

support the reliability of the comparison within the tested environment. 

 

4. CONCLUSION 

This study compared two URL-to-Google Drive transfer architectures: browser local transit and Google 

Colab runtime transfer. The browser local transit method was defined as a two-stage workflow in which a 100 

MB file was downloaded from a URL to local storage and then uploaded manually to Google Drive. The 

Google Colab method executed the transfer process inside a cloud runtime, while the local computer functioned 

mainly as the control interface. 

The results show that the Google Colab runtime method outperformed browser local transit in all five 

repeated trials. Browser local transit recorded an average active transfer duration of 233.693 seconds, average 

throughput of 0.429 MB/s, and average local traffic consumption of 211.365 MB. In contrast, the Colab method 

completed the same transfer in an average of 4.830 seconds, achieved 20.841 MB/s, and consumed only 0.610 

MB of local traffic. This means that the Colab method reduced transfer time by 97.933%, reduced local traffic 

consumption by 99.711%, and increased effective throughput by approximately 48.57 times. 

The main finding of this study is that transfer architecture strongly affects URL-to-Google Drive 

performance. By separating the control plane and data plane, the Colab runtime method can move the file 

payload through the cloud runtime while keeping local client traffic very small. This approach is useful for 

users who rely on limited bandwidth, cellular hotspots, or quota-based internet access. 

This study is limited to one 100 MB file, one URL source, one Google Drive destination, one Colab 

runtime environment, and one cellular hotspot condition. Future research should evaluate larger file sizes, 

different cloud storage providers, multiple network environments, multi-user scenarios, operational costs, 

energy consumption, and packet-level transfer behavior. 
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